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4  Discussion

5 CONCLUSIONS AND FUTURE DIRECTIONS

C ancer-TRUST was highly acceptable to consumers, particularly for comprehension and appropriate escalation to medical care, but validation identified important language-specific linguistic and clinical limitations.
Multilingual AI should therefore not be considered a single intervention with equivalent performance across translations. Each language and treatment-specific content set requires independent validation against
predefined linguistic and clinical safety thresholds before clinical deployment.
Only treatment content and language versions meeting the pre-defined deployment thresholds (zero clinical factual errors and ≥70% linguistic accuracy) will progress to pilot testing. Up to 20 patients undergoing cancer 
treatment will use C ancer-TRUST as an adjunct to routine clinician counselling. Bilingual transcripts will support retrospective review and iterative refinement. Pilot outcomes will assess usability,  information quality,  
acceptability,  appropriateness, feasibility,  implementation and tailorability.
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C onsumer acceptability varied across languages and assessment
domains. Understanding and safety-related communication were
consistently strong, with ≥92% agreement across all languages that
responses were easy to understand and 100% agreeing that the
chatbot appropriately indicated when medical attention should be
sought. Greater language-specific variation was observed in
communication quality and information content: agreement that
responses were sufficiently detailed ranged from 38% in Vietnamese
to 100% in Arabic, while clarity without unnecessary information
ranged from 46% in Mandarin to 100% in Arabic. Arabic and Serbian
performed strongly overall, while Mandarin showed more variable
performance, and Vietnamese demonstrated lower acceptability
across several domains.

2 CONSUMER ACCEPTABILITY
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Overall Acceptability - All Languages Agree or Strongly Agree

Consumer acceptability was high in safety-critical domains: 100% agreed
that the chatbot clearly indicated when medical attention should be
sought, 96% found responses easy to understand, and 89% considered
responses safe and not misleading. Lower ratings for response detail
(67%), comfort using the chatbot for written cancer information (67%),
and concise messaging (69%) identified specific areas for further
refinement.

Linguistic performance was language- and domain-dependent.
Serbian and C hinese demonstrated consistently high performances,
with 88–100% and 82–100% accuracy across all domains
respectively. No high-risk issues identified in either language.
Vietnamese also performed strongly, achieving 97–100% accuracy
for language quality/fluency, cultural appropriateness and
terminology/vocabulary, although overall accuracy was lower at
approximately 76%. Arabic showed the greatest variability, scoring
80% for accuracy and cultural appropriateness, falling to 44% for
language quality/fluency and 61% for terminology/vocabulary.
Overall, cultural appropriateness/readability was the strongest and
most consistent domain, while fluency and terminology
demonstrated the greatest language-specific variation.

1 LINGUISTIC ACCURACY
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BACKGROUND
Despite Australia achieving some of the best cancer outcomes globally, these outcomes are not experienced equitably. C ulturally and linguistically diverse (CALD) communities experience disparities across the
cancer pathway, including barriers to accessing understandable and culturally appropriate health information, contributing to differences in treatment experiences and outcomes 1. These challenges are particularly
relevant in South Western Sydney, where 40% of cancer patients identify as C ALD and 60% live within the lowest socioeconomic quintiles 2. Improving access to reliable and understandable cancer information is
therefore an important component of reducing cancer inequity. Multilingual artificial intelligence (AI) offers a potential means of providing accessible cancer information in a patient's preferred language, but patients
may also increasingly access unverified AI tools that can generate inaccurate, incomplete or misleading health information. These risks may be amplified when information is generated across different languages.
Before multilingual AI can be safely introduced into cancer care, it requires rigorous, language-specific validation to ensure that information is understandable and acceptable to consumers, linguistically and
culturally appropriate, clinically accurate, and safe.

AIM

To independently validate C ancer-TRUST in Arabic, Vietnamese,
Serbian and C hinese before clinical pilot deployment, using
consumer co-designed thresholds for cultural and linguistic
appropriateness and medical accuracy to ensure only safe and
correct content reaches the pilot stage.

METHODS

A simulation-based, multi-stakeholder validation study was
conducting in South West Sydney Local Health District using 13
representative patient scenarios developed by oncologists,
mapped to 7 eviQ treatment protocols (5 medical oncology; 2
haematology). Oncologists developed the patient profiles and
treatment-specific prompts, reflecting real patient information
needs. Six consumers who have (i) lived experiences with cancer,
(ii) experience as a carer for an individual with cancer or (iii)
membership with community organisations that advocate for
people with cancer; from each of four language groups of interest
(Vietnamese, Serbian, Arabic and C hinese (Mandarin)) were
recruited to interact with C ancer-TRUST in-language. C onversation
transcripts then underwent three independent, parallel appraisal
processes with structured surveys using five-point Likert scales.
Linguistic and cultural appropriateness thresholds were
determined through consumer co-designed activities, involving
feedback from representatives from the CALD user groups.
C onsumer acceptability was assessed using a structured survey
examining clarity, cultural appropriateness, trust, safety and
usability. Linguistic quality and cultural appropriateness were
assessed by National Accreditation Authority for Translators and
Interpreters (NAATI) accredited translators across domains of
meaning accuracy, terminology, fluency and clinical risk. C linical
accuracy was evaluated by oncologists against eviQ documents,
assessing accuracy, completeness, hallucination and safety risk. To
progress to the pilot phase, at least 70% concordance for linguistic
accuracy was required3, with no clinical or factual medical safety
errors.
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Medical accuracy varied between languages, with 69% of responses
rated accurate overall. Vietnamese and Serbian demonstrated the
highest rates of accuracy at approximately 77%, followed by C hinese
at 68%, while Arabic performed least well at approximately 62%.
Partially accurate responses accounted for approximately 10–18%
across languages, while 11–21% of responses were rated not
accurate, with the highest proportion observed in C hinese and Arabic.
Overall, these findings demonstrate that approximately one-third of
chatbot responses contained some degree of clinical inaccuracy or
incompleteness, with performance varying by language and
supporting the need for independent medical validation before
clinical deployment.

3 CLINICAL ACCURACY
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Overall, hallucinations occurred in approximately 23% of responses,
compared with clinical safety concerns in only 8%. Hallucination rates
were highest in Arabic and Chinese (26–27%), followed by Serbian (18%)
and Vietnamese (17%). However, this pattern did not directly correspond
with safety risk: Serbian had the highest rate of potential safety concerns
(14%), despite a comparatively lower hallucination rate, while Chinese
had one of the highest hallucination rates but the lowest safety-risk rate
(6%). These findings demonstrate that hallucination frequency alone is
not a reliable surrogate for clinical risk, reinforcing the importance of
separately evaluating factual errors and their potential clinical
consequences.

C ancer-TRUST demonstrated high consumer acceptability, but this
did not consistently translate into linguistic or clinical accuracy.
C onsumers rated comprehension and safety-related communication
highly, although acceptability varied between languages and was
lower for information detail, communication and comfort using the
chatbot. Linguistic validation similarly demonstrated language-
specific variation. Arabic showed the greatest variability, particularly
in fluency and terminology, consistent with literature identifying
challenges related to limited domain-specific data, morphological
complexity and tokenisation fragmentation.⁴˒⁵ C hinese and Serbian
performed consistently well linguistically, while Vietnamese also
demonstrated high accuracy across most domains. Importantly,
medical validation identified limitations not apparent from consumer
or linguistic assessment, with only 69% of responses fully medically
accurate. Hallucinations occurred in 23% of responses but potential
clinical safety concerns in only 8%, suggesting hallucination alone is
an inadequate surrogate for clinical risk. C ollectively, these findings
demonstrate that consumer acceptability, linguistic quality and
clinical safety are distinct dimensions of multilingual AI performance,
and strength in one cannot be assumed to predict another. Language-
specific optimisation and independent linguistic and clinical
validation are therefore required before deployment.
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